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1. Core paper
The core paper addresses the problem of providing recommendations to a group of people. Throughout the whole paper authors discuss various features of the six following systems:

· Let’s go – browsing the Web

· Polylens – movie recommender

· Intrigue – tour guide assistant

· MusicFX – automatic music selection system

· Travel Decision Forum – vacation planner

· I-Spy – Web search engine

Group recommenders (GR) are used to aid a group of people to make a decision together. The members of the group may be very different from one another. That poses a problem of reconciliation of the potential conflicts that the differences in preferences might cause. The process of recommending for a group can be broken down into four main phases:
1. Preferences Specification

2. Preferences Aggregation

3. Explaining Recommendations
4. Final Decision
In Phase 1 all the group members specify their preferences. Those preferences can be specified in an explicit way or can be inferred by the system. It might also be good for the members to see each other’s preferences. That might save the effort. Instead of specifying preferences you might copy someone else’s to start with and then modify them. It might also enable learning from other members. You might mark your preference towards a specific type of music genre differently upon seeing someone else’s. You might also anticipate behaviors of other members. For instance, knowing that someone sets their preference as high for playing tennis may make you to set your high too. You would do so after inferring that the other person is looking for a partner and you will be able to play together.
In Phase 2 the system puts the preferences of all the members and generates the recommendations. The preferences of the members can be stored in individual or group models. The further have two main advantages over the earlier. First, preferences have to be negotiated once and then they are stored in the cumulative model. Second, the privacy issue is avoided as no individual models are stored.
There are a number of ways individual preference can be aggregated. The procedure is selected according to the needs. An important issue is the possibility of manipulation. It can happen when a system can be “gamed” by one or more members to present recommendations that do not correspond with actual preferences of the group.
Another important issue arises when a sequence of decisions are to be made instead of just a single one. In that case the members should be aware of all the decisions before they made any of them.

In Phase 3 the system presents recommendations to the group. At this stage it is very important that the system explains how it came up with the specific recommendations and how attractive they are for each of the group members. Those explanations will help members to understand the reasoning behind and help the system to be more credible. Explanations can be presented using different modalities.
In Phase 4 members make the final decision about recommended items. It is important to remember that that decision (or decisions) is not made by a single person. Extensive debates and negotiations may be required. There are several approaches here. The system can simply decide for the users itself. Alternatively, one of the group members can be designated as the final decision maker. Another approach is to rely on the members’ ability to communicate “outside” the system, for instance using phones. Yet another is to have the system support the communication internally. The last one is the most difficult to implement, but the selection of the approach will depend on the system use context.
GR are still quite new type of systems. There are only few of them out there. They implement only a small subset of possible recommendation techniques and are built for limited number of application domains.
The adaptation to groups as opposed to individuals presented in the paper can be generalized to different adaptive systems, even though it has been discussed only in the recommender systems context.

2. Presentation discussion session
An interesting issue raised in the class was to indicate the phase that is most difficult. The audience was divided. The two picks were Preference Aggregation (PA) and Explaining Recommendations (ER). The PA defenders pointed that the biggest problem is finding a consensus for a number of different preference sets. The ER defenders indicated that coming up with a way of presenting the internal mechanics of the system in a human readable and convincing way is very difficult.
A question about the best aggregation function also appeared. The choice of the method will depend on the usage context. For example, if GR is designed to recommend products it’s unlikely that users will make a purchase only to game the system. In such case there is no need for a procedure that would take care of manipulation. Manipulation is excluded by the context.
3. Follow-up papers
The papers can be divided into two categories: relevant and irrelevant. The problem was that recommendations targeted at a group of people were mistaken with recommendations based on the group membership. One of the relevant papers addressed the problem of enhancing mutual awareness in GRs. All the issues touched by it are included in the core paper. Another paper reports on a study conducted on the I-Spy search engine. The results indicate that the GR approach significantly increases the search performance of a group. Another paper describes the process of collaborative preference elicitation in the Travel Recommender Forum system. It is not clear from the summary, but it seems to me that most of the issues from that paper are also discussed in the core paper. Yet another paper discusses the group recommender system for guide tours planning (also discussed in the core paper). A good paper describes the Adaptive Radio system that uses negative influences to find consensus. The last relevant paper addresses the Explaining Recommendation phase of the group recommendation process. Even though it does not talk about group recommenders per se it contains an elaborate work on providing users with explanations of the recommendation process.

Two conclusions:

· Group recommendation are not clear for the class (or were not clear before the presentation)

· The core paper seems to talk about almost all issues/systems found in the relevant follow-up papers.
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